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BbiuncneHma Ha GPU

* OTKpbIBalOT HOBbIEe BO3MOXXHOCTU
3HaunTesrlbHO COKpaLlasi BpeMs A0 Nony4yeHus pe3yrnbTaTa

Linkn o6paboTkm AaHHbIX YyMeHbLUaeTCcs OT AHEU A0 MUHYT, OT
Heaenb OO0 OoHew

* HoBbIN B3rnsg Ha BbIMUCIINTENbHbIE aPXUTEKTYpPbI

* AKTMBU3UpYA UMccnenoBaHUA B o6nacTy napannenbHbIX
anropuTMOB, HOBbIX NPOrPaMMHbIX MoAernen N BbIMUCIUTENbHbIX
apXUTEKTyp



PocT npousBogutenbHoctu GPU <3
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UccnepoBaTtenu Bcero Mmmpa CTpoAaT ctaHumm Ha ocHoBe GPU @z

THEORETICAL and COMPUTATIONAL nVIDIA

Bioruysics Grour \.-.

3 GPUs .
‘ YONSEI UNIVERSITY 3 GPUs | \

University of
lllinois
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8 GPUs

‘Q"ASTRA

16 G P U S " GPU SuperPC

University of
Antwerp,
Belgium

The Visual Neuroscience Group
@ The Rowland Institute at Harvard



MapannenbHble BbluncneHua Ha GPU n%%\
100+ mnH. GPU e mupe noddepxusarom CUDA

GeForce® Teslam™ Quadro®
PasBne4deHund BbicokonpounssoguTesibHble BblYUCIIEHUSA [un3anH, paspaboTka




Bbi6op CUDA nnaTdopMbl <3

NnVIDIA

Tesla Quadro éGeForce

CTpecc-TeCcT C NpOBEepPKOU TOYHOCTUN BbIYUCNIEHUN X

NMpounsseaeHo NVIDIA n3 BbiICOKOKa4eCTBEHHbIX KOMMMEKTYHLNX X X

3-X NeTHAA rapaHTUA, KopnopaTuBHas noaaepxka | X | X |

4 '6 onepaTUBHOM NaMATU ANA padboTbl ¢ 6oNbLWUMU 06 beMaMU AaHHbIX | X | X |

EnnHoe npodeccuoHanbHoe pelueHne aAnst BbIYUCIIeHUN 1 rpadmku | ' X |
NMonb3oBaTenbckue npunoxeHus: PhysX, Video, Imaging X
KopOoTKuit XkN3SHeHHbIN LMKI1 NONb30BaTeNIbCKOro NpoAykKra X
MpousBoauTca n conpoBoxaaetca naptHepamu NVIDIA X

NMoppaepxka ocyuiecTtBnsieTcs Yyepes naptHepoB NVIDIA X



Bonee 250 saka3unkoB / paspaboTuunkon 10

>

nvibia
Life Sciences & Productivit  Oil and Manufa CAE/ Commun
Medical Equipment y [ Misc Gas EDA cturing Finance Numerics ication
Max Planck GE Healthcare CEA Hess Synopsys Renault Symcor The Nokia
FDA SEMEIR WRF Weather TOTAL Nascentric ~ Boeing Level 3 Mathworks Y
Robarts Techniscan Modeling CGG/Veritas Gauda SciComp Wolfram Philips
Research Boston Scientific OptiTex Chevron CST Hanweck National Samsung
Medtronic Eli Lilly Tech-X Headwave  Agilent Quant (IS IUTEnEs LG
AGC Silicon Te'i'ﬁ?jg;‘;s Acceleware Catalyst AAcclzes?s Sony
Evolyed Informatics Dimensional Seismic City RogueWave LER7IIEE Ericsson
machines Stockholm Mg P-Wave BNP Paribas Tech-x NTT
Smith-Waterman Research Manifold Seismic RIKEN DoCoMo
DNA sequencing Harvard Digisens Imaging SOFA Mitsubishi
AutoDock Delaware General Mills Mercury Hitachi
NAMD/VMD Pittsburg Rapidmind Computer Radio
Folding@Home ETH Zurich ) ffA Research
MS Visual
Howard.Huges e A e Studio Laboratory
e s PSS i e CUDA =~
xNormal -
Elcomsoft

LINZIK



Byayline npopbiBbl B UHOAYCTPUMN onlllpamTc;l,,(f,%A
Ha KOMNbIOTEPHOE MoAenMpoBaHMe

BbluucnurenobHaa BbluucnurenbHoe BbluucnurennHaa BbluucnurenbHas
reonorus MoaenupoBaHue MeauuMHa du3nka

BeluucnurenbHaa BbluucnutenbHaa BbluucnurensHas O6paboTtka
XUMUsA Guonorus 3KOHOMMKA CUrHanos

© NVIDIA Corporation 2008
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UDA

MacwTtabupyemasa nporpaMmmMHoO-annapaTHasa apxXuTeKkTypa
ANA napannenbHbIX BbIYUCIIEHUN



CUDA ansa napanneribHbIX BbIYUCNEHUN >

NnVIDIA

* NMporpaMmmMHoO-annapaTHbIN CTEK
Aansa npoueccopoB NVIDIA

¢ PackpbiBaeT noteHuman GPU ans

BbIYUCIIeHUU OOLero Ha3HavYeHus
C/C++ OpenCL | Fortran DX CS

® CnpoeKTUpoBaH ANA NoAAePXKKU
nooboro BbIMUCIIUTESIBHOIO

uHTepdenca ApxuTtekTtypa CUDA

® OpenCL, C/C++, nT.4.




<3

NVIDIA

CUDA

NporpammHan mopenb




MporpammHas mogenb CUDA <3

)

NVIDIA

MacwTabnpyemMocTb Ha AeCATKU aep, COTHU napannesibHbIX
NOTOKOB

NMNo3BonseT chpoKycnmpoBaTbLCA Ha pa3paboTke napanneribHbIX
anropuTtmMoB

A He BHYTpPeHHel MexaHuKe si3bliKka NporpaMmmMmmMpoBaHus

NMoanepxuBaet reteporeHHble BbIYUCIIEHUA
CPU ansa nocnepoBaTtenbHoro koaa, GPU — gna napannenbHOro



KntoueBble abeTpakuum CUDA <3

nvibiAa

»

lMoTtokn CUDA BbIpaaloT MeNKO3epPHUCTbIN napannennim gaHHbIX
* YnpouwarT napannenbHy0 geKoMmno3uuuio 3aaay
¢ BuptyanusupyrTt dusnvyeckme npoueccopbl

»

bnoku notokoB CUDA BbipaXaloT KpyNnHO3epPHUCTbIU Napannerium
* [lpoctas Mmogenb UCNOJTHEHUA
* OO6ecne4yuBalOT NPO3pPavYHYyO MaclITabupyemocTb

)

JlerkoBeCHble NPUMUTUBbI CUHXPOHU3aLUN
* [MpocTas moaenb CUHXPOHU3ALUN

»\

Paspgensiemasa namathb Ana ooMeHa AaHHbIMU MeXAY NOTOKaMu
¢ KoonepaTMBHoe McCnoJiHeHume NoToKoB



Notoku CUDA >

NnVIDIA

¢ Appo CUDA ucnonHsieTcs MacCUBOM NOTOKOB
* Bce NOTOKM UCNOSNHAIOT OAHY NporpamMmmy

* Kaxabin NnOTOK Ncnonb3yeT CBOU MHAEKC ANA BbIYUCNEHUN U
ynpaBrieHUA UCMOJTHEHNEM

threadic A RZEEEET
- A - - ~ ~ ~ N~ -

float x = input[threadlID];
float y = func(x);
output|[threadID] = y;



B3anmogencreme NoTOKOB <X

NVIDIA

* MoTokmn MOryT ObITb HEe NOJIHOCTbIO HEe3aBUCUMbI
O6meHMBaKOTCA pe3ynbTaTaMyn BbIYUCIIEHUMN
* PaspgensroT [ocTyn K BHEWWHEN NamMsATn

¢* BO3MOXHOCTb B3auMoaeUuCcTBUA NOTOKOB — KroyeBas
0Cc00eHHOCTb nporpammHoun moaenun CUDA

* T[loTOKM KOONEepUpYyIT, UCMOSNb3YA pa3aensaemMylo NnaMmAaTb U NPUMUTUBDI
CUHXPOHU3aLUU



BrOKM NOTOKOB: MacluTabupyemocTb >

NnVIDIA

¢* MOHONUTHbLIA MaccUB NOTOKOB pa3aensieTcsa Ha 6110Ku
* [MoToKu BHYTpMX GNOKa B3auMOAENCTBYIOT Yepe3 pasaernsaeMmyro naMmaTh
* MoToku B pa3HbIX 6510Kax He MOryT CUHXPOHMU3NPOBaATLCA

* MNMo3BonseT nporpaMmmMmamM Npo3pavyHoO MacLuTabupoBaThbCH

Brnok 0 Bnok 1 Brnok N-1

il — ———

LLLLL Y

—_—_— e e e —— — —

L1 LS AR R RS

float x = input[threadID];
float y = func(x);

float x = input[threadID]; float x = input[threadID];
float y = func(x); float y = func(x);

output|[threadID] = y; output|[threadID] = y;

MMM NN NNIRAM

output|[threadID] = y;




NMpo3payHan MacwTabupyemocTsb <3

NnVIDIA

* Bbnoku moryT ObITb pacnpeneneHbl Ha NOOOU nNpoueccop
* Kop Ha CUDA macwTtabupyeTtcs Ha noboe Konm4ecTBo apep

Cetka OnokoB

Bnok 0 Bnok 1
Bnok 2 Bnok 3

h Bnok 4 Bnok 5 ﬁ
Bnok 2 Bnok 3
Bnok 6 Bnok 7 Bbnok 4 Bnok 5 Bnok 6 Bnok 7

Bnok 4 Bnok 5

Bnok 0 Bnok 1

Bnok 0 Bnok 1 Bnok 2 Bnok 3

Bnok 6 Bnok 7



[eTeporeHHasi Moaenb BbIYUCIEHUN <3

NVIDIA

¢ lMocnepoBaTtenbHaa nporpamMmma, ¢ napannenbHbIMU CeKUNAMU
¢ TMocnepoBaTtenbHbIU Koa ucnonHaerca Ha CPU
¢ TMapannenbHbIN KOO UCNOJTHAETCA GJ1I0KaMM NOTOKOB Ha MHOXECTBE BbIYUCNUTESbHbIX
moayneun GPU

NMocnepoBaTenbHbIN KOA,

NapannensHoe aapo A
KernelA<<< nBlk, nTid >>>(args);

MapannenbHoe agpo B
KernelB<<< nBlk, nTid >>>(args);




Pacwupenusa C gna CUDA

CmaHdapmHbiu C ko0

saxpy_ serial ( i, a,
*x, *y)

( i=0; 1< n; ++i)
saxpy serial(i, 2.0, x, y);

Koo Ha CUDA C
saxpy parallel ( n, a,
{
i= X* X +
(i < n)
}
nblocks = (n + 255) / 256;

<3

NnVIDIA

saxpy parallel<<<nblocks, 256>>>(n, 2.0f, x, y)’



YpoBHU napannenuiama B CUDA

® NMapannenusm Ha ypoBHe NOTOKOB
* Ka)l(nblﬁ NOTOK — He3aBUCMMmad HUTb UCNOJTIHEHUA

® Mapannenusm Ha ypoBHe AaHHbIX
* Mo noTokam BHYTpu Gnoka
* [lo 6nokam BHyTpU aapa

® MapannenusmMm Ha ypoBHe 3apay
* Bnoku ncnonHALTCA HE3aBUCUMO ApPyr oT gpyra

>

NnVIDIA



MpocTtpaHcTBO Nnamsatn CUDA >

NnVIDIA

Thread

:—
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MpocTpaHcTBO namsatu CUDA <X

NVIDIA
-
. —
-
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CUDA

ApxuTekTypa




GPU kak napannenbHbIi npoueccop >

nVvIiDIA

pnnnnnnnpnannnnnnnnnnnt
)

* GPU obnapgaet maccuBHO-napannenbHOU BbIYUCNINTENTbHOM
apXUTEKTypou
e Bb|CTynaeT B pon" ConpOueccopa AansA CPU Il

* WNmeeT gocTyn K BblAesIeHHON NaMATU C LULUPOKOWU MNOSIOCOMU
nponyckaHus 80+ GB/s

* MWcnonHseT MHOXeCTBO NOTOKOB oAHOBpPEeMeHHO

Many-Core

e I'Iapanneanble CeKuMn npunoxeHmnsa NCNOJNTHAKTCA KakK Thread Management
BblUMCNUTENbHbIE AApa ARERRREN PRRRREER
* Kaxpgoe A4po UCNOJTHAET MHOXECTBO NOTOKOB ======== ========
AREEEEEN RRREREER
* [lotokn GPU nerkoBecHbl BERREEEE BRERRER
® OyeHb HU3Kue HaKlnaaHbleé pacxXxoaAHbl Ha co3aaHue ======== ========
® MrHoBeHHOE€ nepekKknrYvYeHne KOHTEeKCTOB EEEEEEEE REREREER

® GPU ucnonb3yeT TbiCA4YM NOTOKOB ANA 3P PeKTUBHOCTHU

© NVIDIA Corporation 2008



MynbTunpoueccop NVIDIA Tesla 10 >

NnVIDIA

I-Cache

® RISC-nopobHasa ckanapHaa cuctema KoMmaHpa, MT Issue

® MHOronoTo4YyHoe UCNONTHEHNE MHCTPYKLUMN
* MNopaepxka no 1024 noTokoB
¢ AnnapaTHbIW MeHeXep NOTOKOB
¢ 8 ckanspHbix AJTY
¢ Onepauuun c oguHapHon TouyHocTbo |IEEE-754
® LUenouyucneHHble onepauuum
® 16K 32-x OUTHbIX perucTpon

* 2 AJlY pnsa cneuyuanbHbIX onepauumn
® sin/cos/rcp/rsq

* 1 AJlY ona onepauu ¢ ABOMHON TOYHOCTbLIO
* MMoppepxuBaet FMA

* 16KB pasgensemou namMaTun
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NnVIDIA

Apxutektypa NVIDIA Tesla 10

¢ 240 npoueccopoB paboTatroT Ha Yyactote 1.5 GHz: 1 TFLOPS B nuke

¢ 128 noTOKOB Ha npoueccop: 30

/20 NOTOKOB Ha 4uumne

MT Issue

-
-
-
-
o

Tesla T10

System Memory

Bridge

Host CPU

Comis Cams Cans COcs Cons  Cans  COmE  caes

N O e U U T O

Shared
By | Memory




MporpaMmmHasn moaens & apxvuTekTypa <3

NVIDIA

I-Cache

Block Warp 0 Warp 1

B

Thread

s —E

s-l
|~




<3

MporpammHasa mopenb & apxXuUTeKTypa b

H
|

KernelA<<< nBIk, nTid >>>(args);
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[MporpammHas moaenb & apXUTEKTypa

lllsss==11
LICIEIEL

% (A3

— [IEEE51T0

oo
EEEEL
.

% [IEEEEHT0 % (A3

% [IEEEEHT0 — (AR50

Issssalll ISl
EEEEL LI
. :EDDDDE

KernelB<<< nBlk, nTid >>>(args);

KernelA<<< nBIk, nTid >>>(args);



Fermi >

NVIDIA

8X npoun3sBoanTenbHOCTb double BbIuMCNeHnUn
Error Correcting Codes

OpHopoaHoe agpecHoe NPOoCTPaHCTBO
YKa3aTtenu Ha pyHKLUUU

* UcnonHeHue pasHbIX Saep
* Uepapxusa Kawen
* Warp-KoanecuHr
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NVIDIA

UDA

CpenctBa pa3paboTKku



CpeacTBa pa3paboTkm <3

NnVIDIA

* CUDA C
® Runtime API
® Driver API

® OpenCL



CUDA C (Runtime API) <3

NnVIDIA

® PacwupeHue A3bika C
* CUDA API:

® PacwupeHus a3bika C
¢ 3aTparvBaeT Te 4acTu Koaa, KoTopble ucnosnHsrwTcAa Ha GPU
® Runtime 6MbnnoTeKka COCTOUT U3:
¢ O6Lwme KOMNOHEHTHI (TUNbI U PYHKUUN)
* YnpasneHue GPU n Bzaumogeuncteue ¢ rpacdmyeckumm API
¢ ®dyHKuumM goctynHble Ha GPU

— __syncthreads
— «ObICTPbIE» (PYHKLNN



PacwunpeHue A3blKa:
Cneundukatopbl PyHKLUN

<3

nvibiA

UcnonHseTtca Bbi3biBaeTcA
__device  float DeviceFunc() device device
__global void KernelFunc() device host
__host float HostFunc () host host

® _global onpepenset Aapo
¢ Bcerpa Bo3BpawaeTt void
. device U __host  MOXHO UCNONIb3OBaTb BMecCTe

® _device  HeAoCTyneH yKa3aTenb Ha PyHKUUU
* Ona_device  dyHKUUMU

* HerT pekypcuun

¢ HeTt cTaTnyeckux nepemMeHHbIX

¢* HeT nepemMeHHOro Ymcna aprymeHToB




PacwunpeHue A3blKa:
CneundunkatTopbl NnepemMeHHbIX

>

nvibiA

MamaTtb BuanmocTb Bpems Xn3Hu
__shared_ int SharedVar; shared thread block thread block
__device__  int GlobalVar; global grid MpunoxeHue
__constant  int ConstantVar; constant grid MpunoxeHune

.

O

MNepemeHHbIe 6e3 cneundukaTopa nonagaroT B permcTpbl
Kpome 60nbLIMX CTPYKTYP, KOTOPbIe NONaaaroT B JIOKanbHY NaMsATb

® YkKasatenu MmoryT ykasbiBaTb Ha NaMATb B pa3gensaeMoun urnm rnobarbHON NaMmAaTu

0

®

O

®

0

noSanbHaa NnamMATb:
NMamAatb BblaeneHHaa Ha CPU n nepepgaHHasa B A4po
Paspensiemas naMATb:

CtaTu4yecku BblaerneHHas BHYTPU A40pPa
CtaTu4yecku BblaerneHHas npu Bbl3oBe




CUDA C Runtime N>

. #define N (256*256) // array size
NVCC (CUdart-“b) #define PI 3.1415926f

Cneundmkatopbl void kernel ( float * data )
hyHKLMIA in s0x < Bocrtax 3] - Locsoum x ;

data [idx] = idx;

BcTpoeHHble }
nepemMeHHbIe

* C/ C++ unHtepdchenc

Bbunonunoteka pyHKUMNN

__device




CUDA C Runtime <A

nvibia
NVCC (CUdartllb) i.nt main ( int argec, char * argv [] )

float * a new float [N]; // CPU namsiTe

CneuMCPMKaTopbl float * dev // GPU nawmsiTs
(*)),'iI(LIb1l4 cudaMalloc ( (void**)é&dev, N * sizeof ( float ) );

BCTerHHb|e dim3 threads = dim3( 512, 1 );
dim3 blocks dim3( N / threads.x, 1 );
nepemMeHHble

!
* C/CH++ nntepcpenc

cudaMemcpy ( a, dev, N * sizeof ( float ),

¢ E n 6.’1 n OTe Ka CbYH KU‘M ﬁ cudaMemcpyDeviceToHost

cudaFree ( dev )/

__host___
delete [] a;

return O0;




CUDA C Runtime <

#define N (256*256) // array size
#define PI 3.1415926fF

__global  void linear( float * pDst, float * pSrc,

[int wbst |[int wsze])

int idx = blockIdx.x * blockDim.x + threadIdx.x ;

{

‘ ‘ float factor = (float) wDst / (float) wSrc;

float center = idx / factor;

int start = (int) center;
int stop = start + 1;

float t = center - start;

float a = pSrc[start];
float b pSrc[stop];
float r=a * (1 - t) + b * t;

pDst[idx]




CUDA C Runtime
* NVCC

* -keep
® .ptx
® .cubin

PTX Code

Target code

CPU Code

Virtual

Physical

<3

nvibiA



CUDA C Runtime

NVCC
* -keep

Ptx

.cubin

>

nVvIiDIA

__global  void kernel ( float * data )

{

}

int idx = blockIdx.x * blockDim.x + threadIdx.x ;

data [idx] = idx;




CUDA C Runtime <A

nVvIiDIA

NVCC .entry _ZékernelPf (

.param .u32 _ cudaparm__Zé6kernelPf data

{
- _keep .reg .ulé %rh<4>;

.reg .u32 %r<8>;
.reg .£32 %$£<3>;

¢ .ptXx .loc 14 6 0
) SLBBl _Zé6kernelPf:
.cubin .loc 14 10 0

mov.ulé $rhl, %ctaid.x; //
mov.ulé6 $rh2, %$ntid.x; //
mul .wide.ulé6 //
cvt.u32.ulé6 id.x; //
add.u32 $rl; //
cvt.rn.£32.s32 ; //
ld.param.u32
mul.lo.u32 ; //
add.u32 //
st.global. £32 ; // id:15
.loc 14
exit;
$LDWend Zé6kernelPf:

} // _Z6kernelPf




CUDA C Driver

HuskoypoBHeBbIn API
UHnumnanunsaumsa culnit()

[Mouck yctponcrtea
CUdevice

Co3paHue KOHTEeKCTa
CUcontext

3arpyska moayns
CUmodule

3arpy3Ka pyHKUnn
CUfunction

BbigeneHve namMatu
CUdeviceptr

/) [foagt®

<3

nVvIiDIA

CUdevice device;
CUcontext context;
CUmodule module;
CUfunction function;

CUdeviceptr pData;
float * pHostData = new float[N];

cuDeviceGetCount (&device count) ;
cuDeviceGet( &device, 0 );

cuCtxCreate( &context, 0, device );

cuModulelLoad( &module, "hello.cuda runtime.ptx" );

cuModuleGetFunction( &function, module, " Z6kernelPf" );
cuMemAlloc( &pData, N * sizeof (float) );



CUDA C Driver <X

nVvIiDIA

HuskoypoBHeBbIn API
/] ..
YcTtaHOBKa pa3mepoB

6noka
YcTaHOBKA aprymeHToB cuParamSetSize( function, sizeof (void *) );

beHKU‘MM ;l.qpa culLaunchGrid( function, 1, 1 );
YcTaHOBKa napameTpoB

aapa
3anycx aapa culaunch(

KonnpoBaHue namaTtu
OcBoboxaeHue pecypcosB

//o. ..

cuFuncSetBlockShape( function, N, 1, 1 );

cuMemcpyDtoH ( pHostData, pData, N * sizeof( float) );




OpenCL <3

NVIDIA

KpoccnnatdopmeHHbIN cTaHaapT
GPU, CPU, Cell, ...

Npobnema: pyHKLUMOHANBHOCTbL, HO HE NMPON3BOAUTESIbLHOCTb
Pa3HbIK Koa Ana pa3sHbiX nnatdopm
Pa3Hble pacwmnpeHus openGL-style



CUDA vs OpenCL
TepmMmuHonorus

¢ CUDAC

0

0

MNMoTok (thread)

Bnok NnoTokoB
(thread block)

Cetb (grid)
Appo

>

NnVIDIA

o OpenCL

D)

»

D)

AnemMeHT paboTbl (work-item)
Npynna pabotbl (work-group)

N-mepHoOe NpoCcTpaHCTBO MHAEKcoB (ND-
Range index space)

Appo



CUDA vs OpenCL N>
CneuundukaTopbl PyHKLUN

* CUDAC ® OpenCL
® _ global ® _ kernel
® _ host ® n/a

® _ device ® n/a



CUDA vs OpenCL S,%A
[lpocTpaHCTBO NaMATHU

* CUDAC ® OpenCL
®  device ® _ global
®  shared * _ local
® _ constant ® _ constant
* local ® _ private



OpenCL N>

nVvIiDIA

~ cl context ctx;
HM3KprOBHeBb|M API cl:command_queue cmd q;
Co3paHue KOHTeKCTa cl_program program;
cl_kernel kernel;
cl_context el mem  mem;

Mouck YCTpOﬁCTBa cl device id * pDevId = NULL;
cl_device_id
Co3paHue ovepeaum

ctx = clCreateContextFromType (0,CL DEVICE TYPE GPU,0,0,0

KOMMaH4 clGetContextInfo (ctx,CL CONTEXT DEVICES,0,0,&dev cnt);
CO3,D,aH ue ua. clGetContextInfo (ctx,CL_CONTEXT DEVICES,dev_cnt,pDevId,0
nporpaMmmbli U

cmd g= clCreateCommandQueue (ctx,pDevId[0],0,0);
KoMnMuunAauuna -
Co3‘an ue na. agpa program = clCreateProgramWithSource(ctx,1,pText,0,0);
/ / 5 00 clBuildProgram(program, 0,0,0,0,0);

kernel = clCreateKernel (program, "simple", O0);




OpenCL

HuskoypoBHeBbIn API
//

BoigeneHne namMatu
YcTaHOBKa aprymeHToB
dbyHKUUM aapa
Nob6aBneHue B o4yepenb
Aapa ¢ 3agaHHbIM

pamepomM pabouen
rpynnbl u NDRange

JobGaBneHue B o4yepeab
KonnpoBaHMe NamMmAaTH

OcBoboxaeHue pecypcosB

<3
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mem = clCreateBuffer (ctx,CL MEM WRITE ONLY,
N*sizeof (float),0,0);

clSetKernelArg(kernel, 0, sizeof(cl_mem), (void*) &mem) ;
clSetKernelArg(kernel, 1, sizeof(int), (void*) &N) ;

clEnqueueNDRangeKernel (cmd q,kernel,1,0,&N,&N,0,0,0);
.

clEnqueueReadBuffer (cmd q, mem, CL TRUE, O,
N*sizeof (float), pData,0,0,0);

clReleaseMemObject (mem) ;
clReleaseKernel (kernel) ;
clReleaseProgram(program) ;
clReleaseCommandQueue (cmd q) ;
clReleaseContext (ctx) ;
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Pecypchbl anga paspaboTynkoB

* WHcTpymMeHTapumn paspabotumka CUDA
(CUDA toolkit)
*  Komnunsatop n 6M6nmnoTekm
* Bepcum ana Win32/64, MacOS, Linux
AOCTYMHbI ANSA 3arpy3Ku
* Habop npumepoB u cpeaCcTB pa3padboOTKu
(CUDA SDK)
* TloTtoBble peweHna Ha CUDA
* [lpumMmepsbl ncnonb3oBaHUA

Bunonuortekmn
* CUFFT, CUBLAS, CUDPP

®* WHCTpyMEeHTbI AnA oTNnagku m
onTUMU3auunu

* Nexus

|

NVIDIA

DOWNLOAD CUDA

cupDA ZONE

WHAT IS CUDA

DEVELOPING WITH CUDA

li

USA, - United States ¥

FORUMS

LATEST CUDANEWS  Parallel Computing @ NVISION 2008 - Save $100, Sign Up by June 30

Programming Algorithms-by-
Block Made easy

*’iq ) Q

Low Viscosity Flow
Simulations for Animation

PyCuda

Towards Acceleration of Fault
Simulation

<3

NVIDIA

NEW AND EVENTS

Accelerate Large Graph
Algorithms

’ .
i Thread g,
X _gO%

55
PPy
W

Optical Flow Algorithm using xNormal Relational Joins on Graphics
CUDAand OpenCV Processors
50x 13x 7%
=
S B8 9 min (9.0x)
Base
Efficient Computation of Sum Silicon Informatics Protein SciFinance® Speeds JaCUDA Tomographic Reconstruction
Products on 6PUs Docking Financial Results with
270x 20x | Parallel Computing 80x 40x
Search Sort by Release Date v || Share Your Work HH
Filter by Application Type Filter by Content Type
W Computational Fluid Dynamics W Numerics W Application W Multimedia M Presentation
M Digital Content Creation W Life Sciences W Code W Paper
M Electronic Design Automation W Libraries
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CPU Code
Virtual

Physical

PTX

Target code




PTX N>
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[MpoMeXxyTo4HbIN accemMObriep MoOXeT NoKa3zaTb MHOIO
MHTEpPEeCHOoro
--ptxas-options=-v

__global  void kernel (float *pData) __global  void kernel (float *pData)

{ {
float id = (float) threadIdx.x; float id = (float) threadIdx.x;

pData[threadIdx.x] = sinf( id ); pData[threadIdx.x] = sinf( id );
} }




PTX N>

nVvIiDIA

[MpoMeXxyTo4HbIN accemMObriep MoOXeT NoKa3zaTb MHOIO
MHTEpPEeCHOoro
--ptxas-options=-v

__global  void kernel (float *pData) __global  void kernel (float *pData)
{ {
float id = (float) threadIdx.x; float id = (float) threadIdx.x;
pData[threadIdx.x] = sinf( id ); pData[threadIdx.x] = sinf( id );

} }




PTX @2
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[MpoMeXxyTo4HbIN accemMObriep MoOXeT NoKa3zaTb MHOIO
MHTEpPEeCHOoro
--keep

__global  void kernel (float3 *pData) __global  void kernel (float4 *pData)

{ {
pData[threadIdx.x] = £3(); pData[threadIdx.x] = £f4()

} }




PTX
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[MpoMeXxyTo4HbIN accemMObriep MoOXeT NoKa3zaTb MHOIO
MHTEpPEeCHOoro
* —--keep
7
mov.ul $rhl, %tid.x;

mul .wide.ulé6 %$rl, %rhl, 12;

//

//

ld.param.u32 %r2, [__ cudaparm_ kernel f3 pD]

add.u32 $r3, %$r2, %rl; //

mov . £32 $f1, 0£00000000; // O
st.global. £32 $r3+0], %f1; // id:14
mov . £32 $£2, 0£00000000; // O
st.global. £32 $r3+4], %£2; // id:15
mov. £32 $£3, 0£00000000; // O
st.global.£f32 [%r3+8], %£3; // id:16
.loc 14 18 0

exit; //

$LDWend Z9kernel P6float3:
} // _Z9kernel Pé6float3

{/7/ ...
mov.ul %$rhl, %tid.x;
mul .wide.ul6é %rl, %$rhl, 16;
ld.param.u32 %r2, [ cudaparm kernel f4 pD

add.u32 $r3, %r2, %rl; //
mov.£32 $£f1, 0£00000000; // 0
mov.£32 $£2, 0£00000000; // 0
mov . £32 %$£3, 0£00000000; // 0
mov.£32 $£f4, 0£00000000; // 0
st.global.v4.£f32 [%r3+0], {%fl,%f2,%£f3,%f4};
.loc 14 23 0

exit; //

$LDWend Z9kernel P6float4:
} // _Z9kernel P6floatd
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Occupancy

‘ nOKprTVIe JTAaTEHTHOCTEMWU: MHCTPYKLNUN NOTOKa
BbINOJIHAKOTCA nocsfienoBatesibHoO

* UcnonHeHue Apyrnx noToKkoB Heobxoanmo ans
NOKPbLITUA JTAaTEHTHOCTEMN

* 3aHATOCTb. OTHOLUEHUEe aKTUBHbIX BaApnoB K
MaKCUMaJibHO BO3MOXHOMY

B apxutektype Tesla 32 Bapna Ha SM



Occupancy S%A

* YBenun4yeHue 3aHATOCTU NPUBOAUT K Ny4luemy
NMOKPbLITUIO NAaTEHTHOCTEN

* NMocne onpepeneHHou Touku (~50%), npoucxoaunT
HacbllWeHune

* 3aHATOCTb orpaHuyeHa AOCTbINHbLIMU pecypcaMu.
Perncrpsbl
Pa3gensemas namMsaTb
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g CUDA_Occupancy._calculator2.xls

B

 CUDA GPU Occupancy Calculator

Just follow steps 1, 2, and 3 below! (or click here for help| 0 = i ted by the red triangle on the graphs.

sizes, registe ts, and shared memory allo

1)) Select Compute C: lity (click):
Varying Register Count
2.) Enter your resource usage:
Max

Max Occupancy Occupant

(Don’t edit anything below this line)

3.) GPU Occupan isplayed here and in the
Active Threads per Multiprocessor

Active Warps per Multiprocessor

Active Thread Blocks per Multiprocessor

144 208 272 4 4 0 4 168 2
Threads Per Blo sters Per Thread

Varying Shared Memory Usage - O C C u p a n Cy
Calculator
T Spreadsheet

ata in blue

Shared Memory Per Thread
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untitied - CUDA Visual Profiler = &=
File Profile Session Options Window Help
=5 [a8 — THG
De®d Z 5> &= o
Profiler Output Summary Table GPU Time Summary
Summary Plot
GPU Time { Tot

0.00% 1 o 2 % : 51.93%

siveGiobaiconvoktionkernel (1) [T
GlobalToShared32CoalescedConvolution_Kernel { 10 ) [EEE
TextureToSharedConvolution_Kernel (6 )
npleTexConvolution_1bs Kernel (1) [T
ureToSharedFloatConvolution_Kernel (2 ) [T
e_Kernel (1) [T
ernel (2) [

0.00% 2! > K 64.91%
GPU Time { Tt

Visual
Profiler

» bank optimized convolution:
» bank optimized unrolled convolution

‘ogram run #3 completed,

umber of rov
ad profiler output file For run #2, Number of r

A _rrafilar cuknuk Fila For run #2 K har of r,
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fler Qutput I Summary Table GPU Time Surmmary Plot GPLJ Time Height Plot | GPU Time Width Plot Profilr Counter Plot [ |

Profiler Counter Plot

Profiler counters totals for method - SP_c2c_radix2_sp_kernel
0.00% 307% 6.14% 9,22% 12.29% 15.36% 18.43% 21.50% 24.58% 27.65% 30.72% 3379% 36.67% 39.94% 43.01% 46,08

nstructions |
gd3zh R
gst 32b |
Warp serigize |EESSEEEEE
branch [EESS
gld request
st request
cta launched
rgent branch
cta launched
Hb hit
tb miss
PY st 126b
Profiler &
local store

local load

Counter E
Plot

000%  3.07% 6.14% 9.22% 12,2%% 15.36% 18.43% 21.50% 24.58% 21.65% 30.72% 33.79% 36.87% 39.94% 43.01% 46.08




OcoBEeHHOCTH NaMATH <A
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KoHcTaHTHas: obpalleHue B 0o4AMH agpec BceM Baprnom

* Pasgensiemas: obpalieHue B
Pa3Hble 6aHKK
B oguH appec (broadcast)

* TekcTypHasa: obpalieHue noKarim3oBaHHO
(nobanbHas: obpaweHna ooveaeHeHbl B OAHY TPaH3aKLUI0
Host: MUHUMN3npoBaTb TpaHcgepbl



Coalescing GMEM N>
Hanbonee BaxHasa onTuMmunsauus

KoopanHupoBaHHoe YTeHue / 3anuchb (16 NOTOKOB)

* HenpepbIBHbIN Y4aCTOK NaMsATMU:
64 bytes—kaxabi NOTOK YuTaeT 32-6MTHOE crnoBo: int, float, ...
128 bytes— kaxxabIiu NOTOK YnTaeT 64-6uTHOE cnoBo: int2, float2, double...
256 bytes— kaxabin NOTOK YntaeTt 128-6utHoOe cnoBo: int4, float4, ...
¢ OrpaHunveHus:
¢ HavanbHbIX agpec AOMKEeH ObITb BLIPOBHEH MO pa3Mepy
* k*" noTok nony-Bapna AoJhkKeH obpallaTtbcs K kMY anemeTy
* UcknrouyeHue: NoTOKU MOryT ObITb HeEaKTUBHbLIMMU
Hanpumep ecnu BoibpaHa apyrasa BeTka UCNONMHEHUS



Coalesced QocTyn: ,S,TZD.A
UteHune float (32-bit)

t0 tl t2 t3 t14 t15

v ov Vo

128 132 136 140 144 184 188 192

Bce NOTOKMN aKTUBHbI

t0 t1 t2 t3 t14 t15

' ' b

128 132 136 140 144 184 188 192

MoTOKM MOryT He y4aBCTBOBaTb



Uncoalesced QocTyn: ,f,%A
UteHune float (32-bit)

t0 t1 t2 t3 t14 t15

e Vo

128 132 136 140 144 184 188 192

NMpon3BonbHbLIU AOCTYN

t0 t1 t2 t3 t13 tl4 t15

128 132 136 140 144 184 188 192

He BbipoBHEHHbIV aapec (He KpaTHbIN 64D)



1 TpaH3akuma — 64B cermeHT

.
DA

Coalescing SM 1.2

¢ ObbeanHeHMe TpaH3aKLNK NV YN VITRYN
npoucxoauT Npu noGom Y [ VI /S ]
wabnoHe gocTyna ANt A A R
KOTOprﬁ MIOXNTCS B 2 TEaH3aKHMM — 64B 1 32B cermMeHTbl
CerMeHT pasmepa: 32B ans 0 P20 P2 2 P2 P 7 e P P
8-bit cnos, 64B ans 16-bi L ) Y
- omdes) sasmans-S00000 00
bt cr;os A HENENNENNNEE

1 TpaH3akunga —128B cermeHT

)

BoipaBHUeBaHue Goree He
urpaeT Takou poJin HO

ok |/ /[ /[ ][] ] ]

/ 3anucb Bce eLe NN A s
MeAneHHble
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rofiler Output l Summary Table GPU Time Summary Plot GPU Time Height Plot I GPU Time Width Plot Profiler Counter Plot I

Profiler Counter Plot

Profiler counters totals for method - SP_c2c_radix2_sp_kernel
0.00% 3.07% 6.14% 9.22% 12,2%% 15.36% 18.43% 21.50% 24.58% 27.65% 30.72% 33.79% 36,87

instructions
ald 32b

gst 32b
warp serialize

branch

ald request
gst request
cta launched
ergent branch
m cta launched
tib hit

tlb miss

gst 128b
14 A8k




BaHKu pasgensemMoun namaTun

OpHoBpemMeHHOe obpalleHne NOTOKOB K
pa3genseMou NnamMaTn
NMamATb pa3dbnBaeTcAa Ha 6aHKK
Heobxoamnmo ana obecnevyeHUs BbICOKOU
NPOMNYCKHOU CNOCOOHOCTU
Kaxabin 6aHk paboTtaeT ¢ ogHUM agpecom
OOHOBPEMEHHO

* OgHoBpeMeHHoe obpaweHne B oguUH OaHK
NPUBOAUT K KOH(PNINKTaM
JocTtyn cepunanusyeTtcs

Bank O
Bank 1
Bank 2
Bank 3
Bank 4
Bank 5
Bank 6
Bank 7

Bank 15

Py |

nvibiA



KoHhnunkTbl 6aHKOB

HeT KOHQNMKTOB

— MpsaAmas agpecaums, ¢ LWarom ==

Bank O
Bank 1
Bank 2
Bank 3
Bank 4
Bank 5
Bank 6
Bank 7

Bank 15

HeT koHdnUKTOB
— XaoTuyHas agpecauus

Bank O
Bank 1
Bank 2
Bank 3
Bank 4
Bank 5
Bank 6
Bank 7

Bank 15

>

nvibiA



KoHdpnnkTbl 6aHKOB

2X KOHnuKTbI

Bank O
Bank 1
Bank 2
Bank 3
Bank 4
Bank 5
Bank 6
Bank 7

Bank 15

8x KoHnNuKTbI

X8

X8

Bank O
Bank 1
Bank 2
Bank 3
Bank 4
Bank 5
Bank 6
Bank 7

Bank 15

>

NVIDIA
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rofiler Output I Summary Table GPU Time Summary Plot GPU Time Height Plot I GPU Time Width Plot Profiler Counter Plot I

Profiler Counter Plot

Profiler counters totals for method - SP_c2c_radix2_sp_kernel
0.00% 3.07% 6.14% 9.22% 12,2%% 15.36% 18.43% 21.50% 24.58% 27.65% 30.72% 33.79% 36,87

instructions
ald 32b

gst 32b

warp serialize

branc
ald request

gst request
cta launched
ergent branch
m cta launched
tib hit

tlb miss

gst 128b
14 A8k




BeTBneHue <3

NVIDIA

* Ecnu nponcxoanT BeTBJ1IeHNEe BHYTPU Bapla, TO pa3Hble BETBU
UCMNOJIHEHUNA CepPUarimn3yroTcs

* YBenunumBaeTtcs odLiee KONMMYeCTBO MHCTPYKLUNN

* Ecnun BeTBNeHMe npoucxoauT Mexay Bapnamu, To wtpad
MWUHUMaArbHbLIU
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rofiler Output I Summary Table GPU Time Summary Plot GPU Time Height Plot I GPU Time Width Plot Profiler Counter Plot I

Profiler Counter Plot

Profiler counters totals for method - SP_c2c_radix2_sp_kernel
0.00% 3.07% 6.14% 9.22% 12,2%% 15.36% 18.43% 21.50% 24.58% 27.65% 30.72% 33.79% 36,87

instructions
ald 32b

gst 32b

warp serialize

branch
ald request
gst request

gst 128b
14 A8k
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rofiler Output I Summary Table GPU Time Summary Plot GPU Time Height Plot I GPU Time Width Plot Profiler Counter Plot I

Profiler Counter Plot

Profiler counters totals for method - SP_c2c_radix2_sp_kernel
0.00% 3.07% 6.14% 9.22% 12,2%% 15.36% 18.43% 21.50% 24.58% 27.65% 30.72% 33.79% 36,87

instructions

g 0 0

gst 32b

warp serialize

branch

ald request

gst request
cta launched
ergent branch
m cta launched
tib hit

tlb miss

gst 128b
14 A8k
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* CneguTtb 3a BeTBJIeHUEM
* 3aMeHUTb YacTb BbIYUCNEHUN Ha l00K-up Tabnuuy

* UHTPUHCUKMK
® _ sinf(); __cosf(); expf()
®  [ulmul24()
»  fdividef()
* __[u]sad()



<3

NVIDIA
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Mudbl o BbluncneHusax Ha GPU




Mudbl 0 BbluncneHmsax Ha GPU <X

nVvIiDIA

* Mud 1: GPU ucnionHsiem npoapamMmbI KakK 2pagudecKkue
weuoepsbl



Mwudbi o BbluncneHmsix Ha GPU A

nVvIiDIA

»

* 3710 He TaKk — CUDA ucnonb3yeT BbluncnutenbHble pecypcbl GPU
HanpsAmMyto



Mudbl 0 BbluncneHusix Ha GPU <X

nvibiA

* Mud 2. ApxumekmypHo, GPU npedcmaesisirom u3 cebs
* Ou4eHb wupokue SIMD-mawuHbI (1000) ...
® ... C KpaliHe HeahheKmueHOU nNoooepKKoll eemesieHUs ...
® ... KoOmopble opueHmMupoeaHbie Ha 06pabomky 4-x MepPHbIX 8eKMOPO8



Mudbl 0 BbluncneHusix Ha GPU <X

NnVIDIA

)

¢ CoBpemMeHHble GPU ucnonb3yrT SIMT ucnonHeHue, ¢ pasmepom
6noka (warp) B 32 anieMeHTa 1 CKansapHbIMyU NOTOKaMM




Mudbl 0 BbluncneHmsax Ha GPU <X
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* Mud 3. GPU HeaghgbekmueHbI C mMO4YKU 3pPeHUS
3HepzaonompebrieHusi



Mudbl 0 BbluncneHusix Ha GPU <X

NnVIDIA

-

* okasaTenb npoussoautenbHocTb/BaTT Ana GPU ot 4 go 20 pa3
Bbille yem y CPU
* po 89 pa3 Ans HeKOTOpPbIX MPUMEHEHUN




Mudbi 0 BbluncneHmax Ha GPU <X

NnVIDIA

* Mud 4. GPU He ucnonb3yrom “Hacmosiwyro” apugpMmemukKy ¢
rniaasarouwieud mo4ykou



Mudbl 0 BbluncneHusix Ha GPU <X
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-

* GPU nopagepxuBarT ctaHgapT IEEE-754
* CpaBHMUMbI C APYrUMU BbIYUCTIUTENbHbIMU YCTPOUCTBaAMM
* MoapepxnBarTCA BbIYUCIIEHNA C ABOMHOU TOYHOCTbLIO



[Noapepxka onepauun ¢ ABOUHOU TOYHOCTbLIO <X

| NVIDIA

NVIDIA GPU SSE2 Cell SPE
Moppepxka ctaHpapTa IEEE 754 IEEE 754 IEEE 754
Pexumbl okpyrnexnusa ana FADD n FMUL Bce 4 pexuma IEEE: rtne, zero, inf, -inf Bce 4 pexuma IEEE: rtne, zero, inf, -inf Tonbko zero/truncate
O6paboTka AeHOpManu3oBaHHbIX Yucen C nonHom CKOpocCTbio MopnepxuBaetcs, 1000+ uuknos He nopaepxuBaeTtca
Mopnepxka NaN Oa Oa
Moppepxka nepenosiHeHUN n
6ECKOHEYHOCTEI Oa Aa BecKkoHe4YHOCTU OTCYTCTBYIOT
dnaru Oa . HekoTopble
FMA i Oa Oa
M3BneyeHne KBaapaTHOro KOpHA AMynsaumsa Ha ocHoBe FMA AnnapaTHas noaaepka MporpamMmmHas amynsauus
HdeneHue Amynaumsa Ha ocHoBe FMA AnnapatHasa noggepxka MporpammHas amynsauus
ToyHoCTb onepauum 1/x 24 bit 12 out 12 out
TouyHocTb onepauum 1/sqrt(x) 23 bit 12 éur 12 éut
ToyHocTb onepauuu l0g2(x) n 2°x 23 bit
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Backup slides <3
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[MpounsBogutenbHoctb DGEMM

——Xeon Quad-core 2.8 GHz, MKL 10.3
-#-Tesla C1060 GPU (1.296 GHz)
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FFT Performance: CPU vs GPU (8-Series) <3
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1D Fast Fourier Transform NVIDIA Tesla C870 GPU (8-series GPU)
On CUDA Quad-Core Intel Xeon CPU 5400 Series 3.0GHz,

In-place, complex, single precision

O
(@]
)

[0}
(@]
I

~
o

(f) 60 -

o <®-CUFFT

O A » 2.X

d 40 =+=CUFFT

1.1

O - /- Intel FFT numbers )

. "‘\// . | calculated by repeating
 Hep—E—Re  _ \_ S \ same FFT plan
10 - gl R o iy h— <' e + Real FFT performance is
. - " \_ ~10 GFlops y
P QY ,@"’b‘ qpbc‘b bg‘g) (b\‘bq’ \@qu’b‘ ({,\"ocb & WP g ,\'\(’Jq' brpgb‘ S

EOL R R A I NN
Transform Size (Power of 2)
Source for Intel data : http://www.intel.com/cd/software/products/asmo-na/eng/266852.htm



Single Precision BLAS: CPU vs GPU (10-series) &

NnVIDIA

BLAS (SG EM M) on CUDA CUBLAS: CUDA 2.0b2, Tesla C1060 (10-series GPU)

ATLAS 3.81 on Dual 2.8GHz Opteron Dual-Core

=+=CUDA

300 -~ ‘
“4=ATLAS 1
250 A

Thread

350 1~

200 -

150 -

GFLOPS

100 ~

50 -

Matrix Size



Double Precision BLAS: CPU vs GPU (10-series) &

NnVIDIA

CUBLAS CUDA 2.0b2 on Tesla C1060 (10-series)
BLAS (DGEMM) on CUDA ATLAS 3.81 on Intel Xeon E5440 Quad-core, 2.83 GHz

70

=+=CUBLAS

M

/ — /!_!— \!___!\!
4

GFLOPS

=
o
1

o

™ o) > © ©
% + + 4
> q"o Qq, qq,
N DX > N

Matrix Size



Folding@Home <3
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* Distributed computing to study protein folding
® Alzheimer’s Disease
® Huntington’s Disease
® Cancer
® Osteogenesis imperfecta
* Parkinson’s Disease
* Antibiotics

DONOR

Name PS3

Team 0
Completed 3 Work Units

CURRENT WORK UNIT

p3116_ncshake low
SCEARDZ 1.9.74885
450/10000
W e A L1
0.0807sMrame 214.11 na/day
flBh  0d-00h:12m 515 2

3/25/2007 Sun 12:28

~ 5

® CUDA client available now!

© NVIDIA Corporation 2008 o3



Molecular Dynamics : GROMACS >

NVIDIA

Folding@Home

600
450
=
kS, 300
(7]
|
4 150
CPU 0

NVIDIA GPUS

© NVIDIA Corporation 2008



National Center for Atmospheric Research ,f,%A

® Weather Research and Forecast (WRF) model
® 4000+ registered users worldwide
* First-ever release with GPU acceleration

12km CONUS WRF benchmark
Running on NCSA CUDA cluster

* Adapted 1% of WRF code to CUDA [ e — -

® Resulted in 20% overall speedup

® Ongoing work to adapt more
of WRF to CUDA

© NVIDIA Corporation 2008



Astrophysics N-Body Simulation >

NnVIDIA

)

12+ billion body-body interactions per seconc 2
300 GFLOP/s+ on GeForce 8800 Ultra http://progrape.jp/cs/

®# 1-5 GFLOP/s on single-core CPU
* Faster than custom GRAPE-6Af n-body computer

® http://www.astrogpu.org/

© NVIDIA Corporation 2008
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Linear Scaling with Multiple GPUs <3

200

160

GFLOPS
[
N
o

(00}
(@]

N
(@]

NVIDIA

Oil and Gas Computing: Reverse Time Migration
Hand Optimized SSE Versus CUDA C

8
_

1 4

128 256 384
— _

~

\
Y
H X86 CPU Number of Cores m NVIDIA GPU



Cambridge University Turbomachinery CFD ,f,?zm

¢ Partial differential equations on structured grids

* NVIDIA GPUs enable faster design cycles
and new science

® Up to 10 million points on a single GPU

# Scales to many GPUs using MPI

® 10x — 20x speedup Intel Core2 Quad 2.33 GHz

3.l UNIVERSITY OF WHITTLE CFD analysis of a jet engine fan, courtesy of Vicente Jerez Fidalgo, Whittle Lab
g LABORATORY Slide courtesy of Tobias Brandvik and Graham Pullan, Whittle Lab




